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Resumo

Proveniência rastreia a origem de algo e toda sua história. Um experimento científico

também possui uma história rastreável. Porém, a proveniência de um experimento cientí-

fico é complexa à medida que o experimento evolui. Isso se exacerba por causa dos dados

e artefatos produzidos por ele, os quais têm sua própria proveniência. Adicionalmente,

experimentos in silico são complexos e intensivos em dados, tornando mais difícil rastrear

e/ou consultar as grandes quantidades de proveniência que eles geram. Apesar de sua

complexidade, rastrear a proveniência de um experimento ajuda a confirmar ou refutar a

hipótese experimental, mas isso requer que o cientista tenha acesso para analisar os dados

de proveniência que foram capturados durante a execução do experimento.

Existem muitas ferramentas que ajudam cientistas a analisar dados de proveniência.

Entretanto, elas usualmente têm apenas uma maneira de analisar a proveniência, e muitas

vezes apenas um tipo de visualização está disponível na interface gráfica, se existir uma.

Então, nessa dissertação, nós desenvolvemos em cima de uma ferramenta já existente

chamada noWorkflow, a qual captura proveniência de experimentos escritos em Python.

Em particular, nós adicionamos a possibilidade do usuário consultar o banco de dados de

proveniência em SQL ou Prolog usando a interface gráfica, ver a diferença entre funções,

gerar diferentes tipos de visualizações, recuperar um trial ou um arquivo específico, ver a

proveniência no formato PROV, e fazer pull e push de proveniência de servidores. Para

avaliar nossa abordagem, usamos as perguntas do First Provenance Challenge. Primeiro,

nós as traduzimos para que elas possam ser aplicadas a qualquer script em vez de um

dataflow específico. Depois, nós executamos um script com noWorkflow e usamos nossas

extensões para responder às questões. Nós conseguimos responder a todas as perguntas,

menos duas.

Palavras-chave: proveniência, análise, reprodutibilidade.



Abstract

Provenance tracks the origin of something and all of its history. A scientific experiment

also has a traceable history. However, a scientific experiment’s provenance is complex as

the experiment evolves. This exacerbates due to the data and artifacts produced by it,

which have their own provenance. Additionally, in silico experiments are complex and

data-intensive, making it harder to track and/or query the large amounts of provenance

they generate. Despite its complexity, tracking an experiment’s provenance helps to con-

firm or refute the experimental hypothesis, but this requires the scientist to have access

to analyze the provenance data that was captured during the experiment execution.

There are several tools that help scientists analyze provenance data. However, they

usually have only one way to analyze the provenance, and often only one type of visualiza-

tion is available in the graphical interface, if there is one. So, in this dissertation, we build

on an existing tool called noWorkflow, which captures provenance of experiments writ-

ten in Python. In particular, we add the possibility for the user to query the provenance

database in SQL or Prolog using the graphical interface, see the diff of functions, generate

different types of visualizations, restore a trial or a specific file, see the provenance in the

PROV format, and pull and push provenance from servers. To evaluate our approach, we

used the questions in the First Provenance Challenge. First, we translate them so they

can be applied to any script rather than a specific workflow. Then, we ran a script with

noWorkflow and used our extensions to answer the questions. We were able to answer all

of the questions but two.

Keywords: provenance, analysis, reproducibility.
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1 Introduction

Provenance, the origin or source of something (FREIRE; KOOP et al., 2008; DAVIDSON;

FREIRE, 2008; HERSCHEL; DIESTELKÄMPER; LAHMAR, 2017), tracks an object’s

history. Take a work of art, a painting, as an example. Its provenance would track who

painted it, when, where, and for whom. Then, if it was sold, given, or inherited, the

provenance would track all the owners, when and where they got the painting, how, and

so on. This concept of tracking the history of an artifact can also be applied to other

“something” or “object”, such as scientific experiments (FREIRE; KOOP et al., 2008;

DAVIDSON; FREIRE, 2008).

A scientific experiment also has a traceable history. Moreover, because a scientific

experiment produces artifacts and data, these too have their own provenance. In our

two examples, the provenance of a painting is linear over time, with each new piece

of provenance deriving from its predecessor. In contrast, a researcher can modify an

experiment as needed. For instance, the same experiment code s can be modified in

different ways for different trials of the experiment. For example, in one trial, s is modified

to s1, and in the next, to s2, thus branching the experiment’s history. Then, subsequent

modifications to s1 or s2 can be made, creating further branches. Furthermore, the original

experiment s and each of its variations have their own artifacts, and each artifact has its

own provenance. Thus, the provenance of a scientific experiment can be much more

complex than the provenance of a piece of art.

Before computers existed, each trial’s provenance was recorded manually on paper,

which presents storage issues by today’s standards. Additionally, querying this provenance

required considerable manual human effort, a constraint that inherently limited both the

scale of experiments and the amount of provenance that could be recorded. However,

the advent of computers enabled experiments to be done in vitro or in silico. This shift

reduced costs, increased productivity, and significantly eased the recording, tracking, and

querying of provenance for experiments and their artifacts. But as computational power

and technology advanced, they enabled increasingly complex, data-intensive experiments
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(HEY; TANSLEY; TOLLE, 2009). While this progress is indisputably beneficial for sci-

entific progress, it reintroduced the previous problems: managing the massive volume of

resulting provenance has once again become an arduous task. This difficulty directly im-

pacts a fundamental scientific requirement: reproducibility. Reproducing an experiment

is exceedingly hard when researchers must navigate large amounts of raw data.

Moreover, scientists cannot forgo provenance, as they need to compare data from dif-

ferent trials (executions of the same experiment) in order to easily find answers to relevant

questions. For example, (i) “Which parts of a trial influence a given output file?” or (ii)

“How was the execution flow of each trial?”. These questions can only be answered by

provenance (FREIRE; KOOP et al., 2008; HERSCHEL; DIESTELKÄMPER; LAHMAR,

2017).

While numerous approaches address specific aspects of provenance analysis, some offer

only one method (MACKO; SELTZER, M. I., 2012; BOCHNER; GUDE; SCHREIBER,

2008; MWEBAZE; BOXHOORN; VALENTIJN, 2009; MEYER; OBERMAYER, 2016)

and/or lack graphical provenance visualization. At the same time, even among those that

do offer graphical provenance visualization, most provide only limited types (OLIVEIRA;

BRAGA et al., 2022; YAZICI; AKTAS, 2022; KÖHLER et al., 2024; MCPHILLIPS;

GAGER et al., 2025).

Nevertheless, different users have different needs and expertise. Consequently, a prove-

nance analysis tool that offers many types of provenance visualization, queries, analysis,

and exploration is needed. Ideally with these features unified in a graphical interface for

ease of use, and with the tool collecting provenance by itself without requiring third-party

tools.

noWorkflow (MURTA et al., 2014; PIMENTEL; MURTA et al., 2017) is a tool that

helps researchers with their experiments by tracking, recording, and saving provenance

from Python scripts at runtime. Furthermore, it has the foundation for the development

of a solution to the previous necessities.

noWorkflow was originally introduced by Murta et al. (2014), it lets researchers explore

and query the stored provenance by using the command-line, its own graphical interface,

and third-party tools such as database managers.

When the researcher runs a script using noWorkflow’s command-line interface, the tool

starts detecting and storing the experiment’s provenance as the code runs. In noWork-

flow’s terminology, each script execution is called a trial, and there is no need to change
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the script’s code to use it.

However, the support noWorkflow offers to the analysis phase of the experiment is

limited. Most of the analysis features it provides are accessible via the command line

within the experiment’s folder, where entering commands with their parameters displays

the requested provenance directly. This may not be easy to use.

To overcome this limitation, in this work, we improve the visual analysis interface

of noWorkflow by integrating all command-line features into the pre-existing graphical

interface. We also add new capabilities such as a database connection and a query input

that lets users query the provenance database directly in SQL or in Prolog. We also

include several improvements in existing visualizations such as the ability to drag and

save provenance graphs. Finally, we provide two new ways of generating dataflows: one

by establishing start and end limits to the graph based on function activations, and

another one based on the wasGeneratedBy relationship of PROV (BELHAJJAME et al.,

2013).

To evaluate our approach, we use the First Provenance Challenge questions to deter-

mine whether our analysis additions to noWorkflow are helpful in providing meaningful

analysis. Because the challenge’s questions were designed for a specific workflow, we con-

tribute by translating them to apply generically to any experiment written as a script. In

the end, noWorkflow answered every question except two. This discrepancy is due to the

fact that noWorkflow’s annotation feature is implemented slightly differently than what

the original challenge anticipated.

The remainder of our work is structured as follows. We begin in Chapter 2 by pre-

senting a taxonomy for provenance analysis software, and we use it to classify the relevant

literature. Chapter 3 introduces noWorkflow’s background and its previous features. The

core of our analysis follows: Chapter 4 demonstrates the features we added to noWorkflow

to help users analyze and explore provenance in various ways, while Chapter 5 translates

the First Provenance Challenge (MOREAU et al., 2008) questions to contemplate scripts

and shows how noWorkflow’s features answer them. Finally, Chapter 6 summarizes our

contributions and presents the conclusions of this work.



2 Related Work

As the approaches discussed in this section demonstrate, there is an extensive body of

research on provenance. This holds even within narrower subfields, such as data prove-

nance (HERSCHEL; DIESTELKÄMPER; BEN LAHMAR, 2017) or provenance derived

from scientific experiments (PIMENTEL; FREIRE; MURTA et al., 2019; OLIVEIRA;

OLIVEIRA; BRAGANHOLO, 2018). The literature on visualization and graphical in-

terfaces for provenance data is similarly substantial, covering both user interaction and

display.

Some of the tools in the relevant literature offer solutions for consulting and/or in-

teracting with provenance, but they do not provide a graphical interface (SCHLEGEL;

SATTLER, 2025; MWEBAZE; BOXHOORN; VALENTIJN, 2009; MEYER; OBER-

MAYER, 2016; MACKO; SELTZER, M. I., 2012; BOCHNER; GUDE; SCHREIBER,

2008). In contrast, other works propose approaches to improve the understandability and

transparency of provenance visualizations for users (EDELSBRUNNER et al., 2025).

However, our work focuses on provenance analysis and visualization, mainly through

graphical interfaces. Thus, to better differentiate the related work, we propose a taxonomy

(Figure 1) that groups tools into different categories. In this section, we explain our

proposed taxonomy and use it to classify the relevant literature.

2.1 Taxonomy of visualization support in provenance tools

Some provenance tools allow users to explore provenance through a graphical interface,

i.e., they provide a visualization of the provenance. Because these visualization approaches

vary widely, we classify tools by visualization type, where applicable. Thus, our taxonomy

is divided into Graph, Code, Diagram, Comic, Timeline, and Web interface with

provenance data, the last of which has Interactive maps as a subcategory.

Tools in the Graph category, as the name implies, display the provenance as visual-
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Taxonomy Provenance
Tools Visualization

Graph Code

Interactive maps

Diagram Comic Timeline
Web interface with
provenance data

Figure 1: Provenance tools taxonomy according to their visualization

izations with nodes that may or may not be connected by edges (PADOVANI; FIORE,

2026; OMIDI et al., 2025; PINA et al., 2025; KÖHLER et al., 2024; SIMMHAN; PLALE;

GANNON, 2006; FREIRE; SILVA et al., 2006; COHEN-BOULAKIA et al., 2008; LIN

et al., 2009; WOLSTENCROFT et al., 2013; MCPHILLIPS; SONG et al., 2015; STITZ;

LUGER et al., 2016; STITZ; GRATZL et al., 2018; ZHAO et al., 2004; FREW; BOSE,

2001a; FREW; METZGER; SLAUGHTER, 2008; MICHAELIDES et al., 2016; EICHIN-

SKI; ROE, 2016; LERNER; BOOSE, 2014a; ACUÑA; CHOMILIER; LACROIX, 2015;

HUQ; APERS; WOMBACHER, 2013; GUO; SELTZER, 2012; KOHWALTER et al.,

2016; MISSIER et al., 2015; MACKO; SELTZER, M. I., 2011; OLIVEIRA; BRAGA et al.,

2022; CHEN et al., 2012; YAZICI; AKTAS, 2022; BAO et al., 2009; CHEUNG; HUNTER,

2006; MENIN et al., 2021; ANAND; BOWERS; LUDÄSCHER, 2012; SCHREIBER;

KURNATOWSKI et al., 2021). These graphs can take many forms; for example, they

may depict an experiment’s complete sequence of function calls, only a subset of them,

or offer interactive features.

Some provenance tools provide code diff functionality (FREIRE; SILVA et al., 2006;

GUO; SELTZER, 2012) in scripts or notebooks (ECKELT et al., 2024). Other tools

present provenance using code boxes. For example, Variolite (KERY; HORVATH; MY-

ERS, 2017) lets users draw boxes around an experiment code block. It then stores the

provenance of that code block and, through its interface, lets users explore and interact

with it as a code box. We therefore classify tools that provide provenance visualization

through some form of code visualization as Code.

Meanwhile, some tools display the collected provenance as diagrams (LI et al., 2026;

BORKIN et al., 2013; HOEKSTRA; GROTH, 2015; MENIN et al., 2021). Such tools are

grouped under the Diagram category, which covers any diagram-based representation.

For example, PROV-O-Viz (HOEKSTRA; GROTH, 2015) lets the user import a PROV-

O RDF serialization and displays the provenance as a Sankey diagram. In contrast,

the InProv (BORKIN et al., 2013) tool uses previously captured filesystem provenance

(HOLLAND et al., 2008) to display a radial layout visualization.
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Furthermore, there is an unusual way to display provenance: comics. This category

is motivated by the work of Schreiber et al. (2018), who developed a tool to translate

entities, activities, and agents into comic strips. The tool has a web application, PROV

COMICS, which generates comics from a provenance store in the PROV format. To

accommodate this approach, we created the Comic category in our taxonomy.

Additionally, tools that display provenance using a timeline approach, showing changes

over time along an x-axis or some similar implementation, are classified under the Time-

line category (ECKELT et al., 2024; HLAWATSCH et al., 2015; SCHREIBER; KURNA-

TOWSKI et al., 2021; MENIN et al., 2021).

Finally, some provenance tools present provenance data to users through a web inter-

face (OMIDI et al., 2025; STITZ; GRATZL et al., 2018; SIMMHAN; PLALE; GANNON,

2006; LIN et al., 2009; DAVISON, 2012; DEL RIO; DA SILVA, 2007; CUTLER; GAD-

HAVE; LEX, 2020). These tools let users navigate through the collected provenance,

select which provenance to see, or switch between different views, having some inter-

activity. We group such tools under the category Web interface with provenance

data. Within this category, we also define the Interactive maps subcategory for tools

that support provenance exploration through interactive maps. GeoPWProv (SUN et al.,

2013) builds information mash-ups using Google Maps and Bing Maps for geospatial data

visualization, providing an interactive, map-based web interface.

2.2 Final Remarks

Although these approaches fulfill their designated purposes, most provide only a single

type of visualization, commonly just graphs. Since different users have different needs

and levels of expertise, a more comprehensive tool is required: one that offers multiple

visualization types, various modes of analysis, and provenance exploration within a single

interface. In the next chapter, Chapter 3, we introduce noWorkflow, a tool that already

collects provenance, which removes the need for a third-party provenance collection tool.

Furthermore, noWorkflow provides the groundwork for developing an approach that ad-

dresses the requirements described. We therefore extended noWorkflow to develop our

approach, which fulfills a broad range of user needs.



3 Background: noWorkflow

Before presenting our approach, we introduce a brief history of noWorkflow (MURTA

et al., 2014; PIMENTEL; MURTA et al., 2017; PIMENTEL; BRAGANHOLO et al.,

2015; PIMENTEL; FREIRE; MURTA et al., 2016; PIMENTEL; MISSIER et al., 2018;

PIMENTEL; FREIRE; BRAGANHOLO et al., 2016), the tool we extended to develop

our solution. We then describe noWorkflow’s architecture, how it stores provenance, and

the features it had prior to our implementation.

3.1 The History of noWorkflow

Before going into the details of noWorkflow’s history, one needs to understand the different

types of provenance that are needed for scientific experiments. For scientific workflows,

prospective provenance represents the workflow definition (that is, the steps that will be

executed), and retrospective provenance represents what was in fact executed, as well as

information about the environment (FREIRE; KOOP et al., 2008). Murta et al. (2014)

refine this definition for scripts and define three types of provenance for an experiment

that is executed as a script: definition provenance, which captures the structure of the

script (it corresponds to the prospective provenance of scientific workflows); deployment

provenance, which corresponds the environment information, including the versions of

modules and libraries from which a script depends on; and execution provenance, which

captures the execution log for the script (it corresponds to the retrospective provenance

of scientific workflows). noWorkflow follows this definition for the provenance it captures.

Murta et al. (2014) propose noWorkflow as an approach to capture definition, deploy-

ment, and execution provenance from Python scripts transparently (i.e., without requiring

users to change the script). noWorkflow captures provenance for comprehension, repro-

ducibility, and experiment management.

The initial version of noWorkflow (MURTA et al., 2014) (we call it noWorkflow 0)

traverses the script’s abstract syntax tree (AST) to collect functions as definition prove-
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nance (i.e., it statically parses the script). It collects environment variables and uses the

modulefinder Python module to collect imported modules as a snapshot of deployment

provenance. For execution provenance, noWorkflow 0 applies overriding and passive mon-

itoring strategies. It overrides the open function to capture all file accesses, and it traces

the execution with a Profiler to obtain parameters and return values of executed func-

tions. Thus, it captures provenance at an intermediate grain. It is not as coarse-grained

as approaches that consider only file derivations (ACUÑA; LACROIX; BAZZI, 2015;

MUNISWAMY-REDDY et al., 2006), nor as fine-grained as approaches that consider

variables (LERNER; BOOSE, 2014b) or bytes (DEMSKY, 2009).

noWorkflow 0 stores file definitions in a content database structure using SHA1 hash

codes, and it uses their metadata related to execution provenance in a relational SQLite

database. Thus, it supports generic SQL queries for analyses. In addition to SQL queries,

noWorkflow 0 provides a series of specific command-line operations for listing and compar-

ing trials, activations, modules, and environment variables. It also provides a command

to export a trial provenance to Prolog with predefined rules, allowing users to run Prolog

queries. noWorkflow 0 also supports loading provenance in an internal visualization tool

that presents an activation graph for visual analysis. The activation graph presents a

clustered sequence of activations in a trial (i.e., it is a process graph).

In addition to collecting, storing, and analyzing provenance from a trial, noWorkflow

0 supports a weak form of provenance evolution. Like CPL (MACKO; SELTZER, M.,

2012) and ESSW (FREW; BOSE, 2001b), it creates a sequential identifier for each trial

and supports listing trials and comparing basic trial information, such as parameters,

duration, and file accesses.

Over the years, noWorkflow 0 received several incremental upgrades and became

noWorkflow 1, with the support for provenance analysis in interactive notebooks (PI-

MENTEL; BRAGANHOLO et al., 2015), fine-grained provenance collection (PIMENTEL;

FREIRE; MURTA et al., 2016; PIMENTEL; MISSIER et al., 2018), full versioning

support (PIMENTEL; FREIRE; BRAGANHOLO et al., 2016), content database pack-

ing (PONTES, 2018), and additional ways to query, compare, visualize, summarize, and

filter provenance (PIMENTEL; MURTA et al., 2017; PIMENTEL; DEY et al., 2016). It

has also been used to support debugging (LINHARES et al., 2019; HU et al., 2020).

Afterward, a new alpha version of noWorkflow entered development1. This version

aimed to improve many aspects of noWorkflow. Meanwhile, Oliveira (2022) used this ver-
1https://github.com/gems-uff/noworkflow/tree/2.0-alpha
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Figure 2: noWorkflow architecture

sion in development to implement his approach to noWorkflow that enables collaborative

experiments.

Before developing our own approach, we merged the code of the two new versions

without altering their features or how they operate. Thus, noWorkflow’s architecture

remains unchanged between versions. In the sections that follow, we focus on explaining

the version we used as the basis for developing our solution.

3.2 Architecture

noWorkflow’s architecture consists of four primary components: provenance collection,

storage, collaboration, and provenance analysis, as Figure 2 shows. Provenance Col-

lection is responsible for executing the experiment, collecting the resulting provenance,

and storing it using the Storage component. Storage stores input and output files in a

content database and the experiment’s provenance in a SQLite database. Both are stored

inside a folder named .noWorkflow, which is created inside the directory where the script

execution was invoked. The collaboration components is responsible for synchronizing

the experiment history among a team. Finally, Provenance Analysis provides prove-

nance exploration and visualization by using the provenance data stored in the Provenance

Storage to answer users’ requests. This component is the focus of our work.
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3.3 Storage

Before going into details about how noWorkflow’s features allow scientists to analyze and

explore provenance data, it is important to understand how the provenance data is stored

after it is collected.

The experiment’s scripts, the files they use or produce, and the required Python

libraries are stored inside a folder named .noWorkflow in the experiment’s directory. Each

file is stored in a subfolder whose name is the first two characters of the file’s SHA1 hash

code, and the file is named with the remaining hash code. For example, a file with the

SHA1 hash code e8c49beecd0b029c29dc5ccb9348bc736666203f will be stored in the folder

/.noWorkflow/e8 with the file name c49beecd0b029c29dc5ccb9348bc736666203f. Using

hash codes prevents noWorkflow from storing duplicate files and makes it easier to identify

trials that use the same file(s).



3.3
Storage

22

trial_id

trial_id

container_id

trial_id

trial_id
trial_id

trial

id: varchar

modules_...

start: timestamp

finish: timestamp

parent_id

command: text

path: text

status: text

code_block

id: int

code_hash: text

docstring: text

trial_idactivation

id: int

name: text

start_checkpoint: float

activation_id

activation_id
trial_id

file_access

id: int

name: text

mode: text

buffering: text

content_hash_before: text

content_hash_after: text

checkpoint: float

trial_id

trial_id

code_block_id

module

id: int

name: text

version: text

path: text

transformed: boolean

environment_attr

id: int

name: text

value: text

tag

type: text

id: int

name: text

timestamp: timestamp

code_block_id

code_ component

id: int

name: text

type: text

mode: text

first_char_line: int

first_char_column: int

last_char_line: int

last_char_column: int

argument

id: int

name: text

value: text

trial_id

composition

id: int

type: text

position: int

extra: text

part_id

whole_id

trial_id

code_component_id

collection_activation_id

member_activation_id

collection_id

member_id
evaluation

id: int

checkpoint: float

repr: text

trial_id

member

id: int

key: text

checkpoint: float

type: text

dependent_id

dependency_id

collection_id

dependent_activation_id
dependency_activation_id

collection_activation_id

trial_id

dependency

id: int

type: text

reference: boolean

key: text

graph_cache

id: int

type: text

name: text

attributes: text

content_hash: text

duration: int

timestamp: timestamp

main_id

head

id: int

script: text

user

id: varchar

userLogin: varchar

memberOfGroup

group

id: varchar

name: varchar

experiment

id: varchar

name: varchar

description: varchar

experiment_id

user_id

user_id

groupId

relatedExperiment
relatedTrial

extendedAnnotation

id: varchar

annotation: varchar

description: varchar

annotationFormat: varchar

provenanceType: varchar

annotationLevel: varchar

Figure 3: noWorkflow relational data model.
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The SQLite database stores the provenance collected from the experiment’s scripts.

Different data is stored in separate tables. For example, the information of a script

execution (a trial run) is stored in the table trial. For each trial, a tag is generated and

stored in the table tag. The data of the function calls of a trial run is stored in the table

activation, while the file accesses are stored in the table file_access. Furthermore, the

table evaluation stores all data related to the code: variables and their values, return

values from functions, and so on. Figure 3 shows all tables present in noWorkflow’s SQLite

database.

Furthermore, the SQLite database stores provenance data for experiments, users, and

groups. An experiment’s data is stored in the table experiment, whereas the table

extendedAnnotation stores annotations for both experiments and trials. The tables

users, group, memberOfGroup store data about users and the groups the users belong

to. These tables are useful when multiple people are collaborating on one or more exper-

iments. For example, a user (users) is part of an organization (memberOfGroup and

group) and executes multiple trials (trial) across different experiments (experiment).

This work does not aim to examine noWorkflow’s SQLite database in depth. However,

knowing the tables in Figure 3 helps in understanding the Provenance Analysis module

of noWorkflow and its features. Note that the figure shows the database of noWorkflow’s

new alpha version2 after it was merged with Olivera’s (OLIVEIRA, 2022) work but before

we started our own development.

3.4 Provenance Collection

Before analyzing an experiment’s provenance it is necessary to capture it. noWorkflow’s

command now run executes a Python script while collecting its provenance at runtime.

This command can only be run by using the operating system’s command line.

By default, the command now run captures all provenance in fine-grained detail, but

the user can specify arguments to change this command behavior. These arguments are:

--bypass-modules (which skips the provenance capture of modules); --depth, which

limits the depth of the provenance capture; --context, which specifies the functions’ type

to capture activations (it can be main, package, or all); --save-frenquency, which

sets the frequency (in microseconds) in which noWorkflow will save partial provenance;

--call-storage-frequency, which sets the frequency (in terms of the number of calls)
2https://github.com/gems-uff/noworkflow/tree/2.0-alpha

https://github.com/gems-uff/noworkflow/tree/2.0-alpha
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in which noWorkflow will save partial provenance; --coarse-granularity, which changes

the provenance collecting strategy from fine-grain to coarse-grain; --name, which sets

the script name to allow separating or grouping trials; --dir, which sets the directory

where the provenance will be saved; --verbose, which increases the output verbosity;

--message, which adds a message to the commit of the trial; and --content-engine,

which sets the content engine database.

3.5 Provenance Analysis

To explore the collected provenance, users are not limited to third-party tools like database

explorers. They can also utilize noWorkflow’s own built-in features. These features are

available at the command-line interface and a web-based interface.

To interact with nowWorkflow via the command line, the user must open a terminal

in the experiment’s folder, then type the command(s). A list of available commands can

be viewed by typing now -h or now --help. The command now vis launches the server for

the web-based interface. Once running, the interface is accessed by navigating to http:

//localhost:5000 in a web browser. It is also possible to access this interface remotely

for experiments hosted on another machine by using that machine’s corresponding URL.

In the remainder of this section, we explain the several analysis features noWorkflow

already had before we developed our approach.

3.5.1 now list

The command now list displays all the trials in the directory. To view the trials in the

graphical interface, the user must access the now vis interface, where a history graph will

be displayed. Each node in the graph corresponds to a trial, as can be seen in Figure 4.

In the current version of noWorkflow, trials are associated with tags (which are shown as

labels of the nodes in the history graph). The first trial is always tagged as 1.1.1, and

the numbers change according to what changes from one trial to the other. If a trial has

the same script (hash code) and execution command as any other trial, the rightmost

number is increased by 1. However, if only the script’s hash code is the same, the number

in the middle is increased by 1. Finally, if the trial has a different script’s hash code, the

leftmost number is increased by one.

When there is more than one experiment, the now vis interface exhibits the list of

http://localhost:5000
http://localhost:5000
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experiments first (as shown in Figure 5). The user then needs to access the URL for the

desired experiment to view its trial history graph.

Figure 4: Two trials of an experiment, displayed on the graphical interface.

Figure 5: Graphical interface when there are multiple experiments.

3.5.2 now show

The now show command shows the collected provenance of a trial in the command-line.

The user must specify the desired trial by providing an ID or tag after the command

name. If no information is provided, the command displays the most recent trial. This

command also accepts several arguments. The --modules argument shows information

about module dependencies; --definition shows definition provenance; --environment

shows information about the environment; --function-activations shows information

about function activations; --arguments shows the parameters passed to the script in

that trial; and --file-accesses shows read and write access to files.

To obtain this information using the now vis interface, the user must click on a trial

node. The result can be seen on the bottom right pane of Figure 6.

3.5.3 now diff

The command now diff displays the provenance difference between two trials in the

command line. The user must specify the two trials by providing their IDs or tags after
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Figure 6: A trial details in the graphical interface.

Figure 7: Difference between trials in the graphic interface. Each trial has its own color.

the command. This command also accepts arguments. The arguments are: --modules,

--environment, --file-accesses, --activations, --definition, --hide-timestamps, and

--brief. The first five respectively compare the provenance of module dependencies,

environment conditions, read and write access to files, activations, and definitions. The --

hide-timestamps parameter hides the durations, while --brief displays a concise version

of the file diff, indicating only the existence of file additions, removals, and changes, rather

than presenting all the detailed changes as the original command does.

All comparisons available in the now diff command are also available as text in

now vis with colors indicating additions (green) and removals (red). Additionally, now

vis supports comparing activation graphs. Figure 7 presents a comparison of activation
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graphs from trials 1.1.1 and 1.2.1. In the graph comparison, nodes and arrows with black

borders exist in both trials; nodes and arrows with red borders exist only on Trial 1.1.1;

and nodes and arrows with green borders exist only on Trial 1.2.1.

To do a diff between trials using the graphical interface, which displays all this infor-

mation, the user must first left-click a trial to select it. Then the user must hold down

CTRL and click another trial. Moreover, by hovering over nodes in the resulting graph,

it is possible to observe arguments and return values for comparing the data.

3.5.4 now export dataflow

The command now export dataflow prints the dataflow of a trial in the .dot format in

the command line. The user must specify which trial by providing an ID or tag after the

command. If nothing is provided, the dataflow of the most recent trial will be printed

instead. This command also accepts arguments. The argument --accesses shows file

accesses according to a number provided: 0 hides file accesses, 1 shows each file access

once while hiding external accesses, 3 shows all file accesses while hiding external accesses

too, 2 and 4 do the same thing as 1 and 3, respectively, but they show external file

accesses. The argument --types shows type nodes.

Some arguments are used to hide unnecessary information. The --hide-timestamps

argument hides timestamps. The --hide-internals argument shows variables and func-

tions whose names start with a leading underscore. The --hide-not-code argument hides

evaluations that are not from the code. The --hide-func argument hides evaluations that

have func as their attribute type in the database.

The --activation-names argument displays the nodes with their activation names in-

stead of evaluation names. As an example, evaluation 22 RandomUnderSampler(ran

dom_state=random_seed) is displayed as 22 RandomUnderSampler. The --

evaluation argument combines evaluation nodes according to a number provided: 0

does not combine; 1 combines by assignment; and 2 combines by value. The default is 1.

The --depth argument determines which user-defined function calls should be dis-

played in the dataflow. As a default (depth = 0), all user-defined functions are shown.

Any number other than 0 for this parameter will determine the desired depth. For in-

stance, with 1, only functions that are directly called by the script’s main body will be

displayed. As an example, suppose a script calls function f1, and f1 calls f2. When

generating the dataflow with depth 1, only f1 would be displayed, while with depth 2,
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both f1 and f2 would be displayed.

The --group argument aligns the evaluations according to a number: 0 is the default

value and does not align; 1 aligns by line; and 2 aligns by line and column. The --value-

length argument changes the maximum length of values to be displayed. For example, if

it is set to ’10’, it will show ’data.dat’, but it will transform ’data2.dat’ into ’da...dat’

to respect the length restriction because the ’ character is part of the value. Also, the

default value (0) indicates that values should be hidden. Similarly, the --name-length

argument changes the maximum length of names displayed, with 0 indicating that names

should be hidden.

The command now export dataflow also had the argument --mode in the previous

versions of noWorkflow. With this argument, it was possible to generate different types

of dataflow. However, in this work we modify the internal logic of some of these types

and rename them to better reflect what they do. Thus, the dataflow types (activation;

coarse grain; loopless coarse grain; fine grain; and all) are explained in Chapter 4.

3.5.5 now evaluation

The command now evaluation display wdf prints, in the terminal, all the evaluations

that led to a specific evaluation. In other words, it displays the chain of evaluations that

led to the specified one. To use this command, the user must replace [evaluation_id]

for the database ID of the target evaluation in now evaluation display wdf --eid

[evaluation_id]. Note that ID is only available in the relational database, so this is a

hard-to-use feature.

3.5.6 now export prolog

The now export prolog command prints (in the terminal) the collected provenance of

a trial as Prolog facts. The user must specify the desired trial by providing an ID or

tag after the command. If nothing is provided, it prints the collected provenance of the

last trial. This command also accepts arguments. The --rules argument also prints some

ready-to-use inference rules, while the --hide-timestamps argument hides timestamps.
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3.5.7 now export prov

The now export prov command prints the collected provenance of a trial in the PROV

format in the terminal. The desired trial ID or tag must be provided by the user after

the command. If nothing is provided, it prints the collected provenance of the last trial

in the PROV format.

3.5.8 now restore

The now restore command restores a whole trial and/or its files. The user must specify

which trial should be restored by providing an ID or tag after the command. If nothing

is provided, it restores the last executed trial. The --skip-script, --skip-local, and --

skip-access arguments restore a trial while skipping scripts, local modules, or file access.

The --file parameter restores only a specific file instead of the whole trial. When using

this argument, the user must provide the path of the file that should be restored.

It is also possible to provide an ID with the -i argument. This ID can be either the

file’s timestamp, its access number, or its code hash. If the user does not provide the file’s

ID, noWorkflow restores the first access to the file. If the user does not want to restore

the file to the same path, it is also possible to specify a target path after the ID using the

-t argument. The overall format of the restore command is now restore [trialID] --file

[filePath] -id [fileID] -t [targetPath].

3.5.9 Queries

If users want to explore the experiment’s database, they can use external tools such as

database explorers to query it. For greater convenience, however, something similar has

also been implemented directly into the graphical interface. After opening the graphical

interface, a Database tab is available. Clicking it displays a graph of the database, where

edges represent relationships between tables and nodes represent the tables, as shown at

the top of Figure 8. Above the graph are two buttons: Tables and New Query.

The Tables drop-down menu lists the names of all available tables. Clicking on one of

them, or on its node, shows that table’s schema below the graph, as shown at the bottom

of Figure 8. The command line command now schema sql has a similar purpose, but it

prints in the command line the schema of all tables instead of only one.

The New Query button opens another tab with an input area for the user to write
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Figure 8: Graphic interface view after the user selects the table argument’s node, showing
the table’s schema.

Figure 9: Graphic interface view after the user selects the New Query button
.

SQL queries and query the database, as Figure 9 shows. To assist users in composing

queries, there is syntax highlighting and an autocomplete for table names, common SQL

syntax, and terms. Note that the system prevents the execution of destructive queries

such as DELETE or UPDATE.

3.6 Collaboration

noWorkflow allows collaboration in multiple experiments, and one database can contain

the provenance of many independent experiments. Notice that an experiment can have

multiple trials, and that experiments need not be related to one another.



3.7 Final Remarks 31

To set up an environment for hosting multiple trials, the user must execute the com-

mand now vis --force true within an empty folder. Once this is done, accessing the

graphic interface will show a screen like the one in Figure 10. This page allows users to

manage experiments, users, and annotations to experiments. After creating a new ex-

periment, users can push and pull its provenance using the generated experiment’s link.

Figure 5 shows the interface after an experiment has been created. More specifics about

noWorkflow’s collaboration environment can be found in de Oliveira’s work (OLIVEIRA,

2022).

Figure 10: Graphical interface for an environment to host multiple experiments when it
is empty.

The command now pull fetches and downloads the provenance data from a remote

database. When using this command, the user must provide the experiment’s URL via the

argument --URL. If the folder the user pulled the experiment into is empty, noWorkflow

will create everything it needs to become an experiment folder.

The command now push sends the local provenance data to a remote database and

merges it. This command requires the argument --URL followed by the experiment’s

URL.

3.7 Final Remarks

Most of noWorkflow’s features can only be used via the command line, lacking a graphical

interface and/or visual elements. Thus, in this work, we improve noWorkflow by enhancing

its visual interface so that users can work through it as much as possible during the analysis

phase of the experiment. Our additions are detailed in Chapter 4. This improved version

is called noWorkflow 2, but for simplicity, the remainder of this work refers to it simply

as noWorkflow.



4 Provenance Analysis in noWorkflow

In this chapter, we explain the several analysis features noWorkflow provides for exploring

provenance. Those features are our collaboration to improve noWorkflow capabilities

to analyze and explore provenance. We group the features by category: function diff

(Section 4.2), dataflow (Section 4.3), exports (Section 4.4), and collaboration (Section

4.6). However, we first start by introducing a running example (Section 4.1) that will be

used to explain the analysis features we added in noWorkflow.

4.1 Running Example

To help scientists or a research group do in-virtuo or in-silico experiments, collecting

provenance is insufficient. Users must also be able to explore the collected provenance

for numerous reasons. For example, ensuring reproducibility and replicability, identifying

errors, and comparing results along with their origins. However, providing the means for

users to explore the provenance cannot be done carelessly. The methods of exploration

should not be restricted to only those with technological knowledge. After all, scientists

come from different backgrounds and are not necessarily, nor should they be required to

be, experts in technology. Instead, they should be experts in their fields.

In this work, we demonstrate how provenance exploration can be done without re-

quiring deep technological knowledge from the user. To help us do so, we decided to use a

running example based on a machine learning experiment for credit card fraud detection.

The experiment’s code can be seen in Algorithm 1, and the file ‘creditcard.csv’ is the

Kaggle Credit Card Fraud Detection Dataset1. Note that there is an unnecessary loop

when initializing the object RandomUnderSampler in line 18. This intentional design

helps highlight differences between dataflow types, which we explain in Section 4.3.1.

Other than that, we executed the experiment twice, meaning we did two trials of the
1https://www.kaggle.com/datasets/mlg-ulb/creditcardfraud

https://www.kaggle.com/datasets/mlg-ulb/creditcardfraud
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same experiment. The only difference between them was the value of the seed (variable

random_seed). For the first trial, we used the value 42, and for the second trial, we

used the value 40, passing it as a script parameter. While the seed influences all resulting

values, our reason to run two experiments and change a variable value is to demonstrate

noWorkflow’s diff command, detailed in the Section 4.2.

Although our running example is not a scientific experiment, it shares the character-

istics of one: it reads data, analyzes data, and uses a machine learning library. Thus, our

running example is adequate to demonstrate the characteristics of the approach proposed

in this dissertation (HUANG et al., 2025; SCHLEGEL; SATTLER, 2025).

Algorithm 1 Machine learning credit card fraud experiment used as a running example

1 from sklearn.decomposition import PCA
2 from sklearn.metrics import roc_auc_score, f1_score
3 from sklearn.ensemble import RandomForestClassifier
4 from imblearn.under_sampling import RandomUnderSampler
5 from sklearn.model_selection import train_test_split
6 import pandas as pd
7 import sys
8
9 df = pd.read_csv('creditcard.csv', encoding='utf-8')

10 X = df.drop('Class', axis=1)
11 y = df['Class']
12
13 pca_components = 3
14 pca = PCA(n_components=pca_components)
15 X_pca = pca.fit_transform(X)
16
17 random_seed = int(sys.argv[1]) if len(sys.argv) > 1 else 42
18 for i in range(2):
19 rus = RandomUnderSampler(random_state=random_seed)
20 X_resampled, y_resampled = rus.fit_resample(X_pca, y)
21
22 test_dim = 0.2
23 X_train, X_test, y_train, y_test = train_test_split(X_resampled, y_resampled, test_size=test_dim,

↪→ random_state=random_seed)
24
25 rf = RandomForestClassifier()
26 rf.fit(X_train, y_train)
27 y_pred = rf.predict(X_test)
28
29 roc_metric = roc_auc_score(y_test, y_pred)
30 f1_metric = f1_score(y_test, y_pred)
31
32 open("out.txt", "w").write("ROC="+str(roc_metric)+"\nF1="+str(f1_metric))

The experiment code is available at https://github.com/dew-uff/noworkflow-

analysis/tree/dissertation.

4.2 Function Diff

As explained in Section 3.5.3, the command now diff already existed in the previous

versions of noWorkflow. It compares two trials in terms of modules, file access, and more.

https://github.com/dew-uff/noworkflow-analysis/tree/dissertation
https://github.com/dew-uff/noworkflow-analysis/tree/dissertation
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However, the previous versions could not compare the differences between the functions

of the trials (or functions of the same trial) at a fine grain.

Thus, we improved noWorkflow’s potential for provenance analysis by introducing

an argument to the now diff command to show the provenance difference between two

functions. A function diff is a fine-grained comparison between two functions from the

same or different trials. It shows exactly what is different between the two functions’

outputs, received arguments, durations (milliseconds), variables, and file accesses (added,

removed and replaced).

To use this feature, the user must add the argument --function-activations followed

by the functions’ database IDs. These functions’ IDs must follow the same order as the

trials’ IDs/tags. As an example, in the command now diff 1.1.1 1.2.1 -fa 66 72,

function 66 belongs to trial 1.1.1, while function 72 belongs to trial 1.2.1.

Furthermore, the user can specify the type of variables to be displayed after inputting

the IDs. Leaving it blank will display name, attribute, and access variables. Writing

op after the functions’ ids will display all of this info plus operations (add, sub, mult,

div, mod, pow, floordiv, eq, noteq, gt, lt, gte, lte, and, or, not, is, isnot,

in, notin, bitand, bitor, bitxor, invert, rshift, lshift, add_assign, sub_assign,

mult_assign, div_assign, mod_assign, pow_assign, floordiv_assign, bitand_

assign, bitor_assign, bitxor_assign, rsh-ift_assign, and lshift_assign). Writing

all will display all types of variables.

Once the function diff is executed, noWorkflow queries the experiment’s database for

the chosen functions’ evaluations (code) and activations (function calls). If both functions

exist, it queries the experiment’s database again for the chosen functions’ arguments and

internal variables. Then, noWorkflow checks whether the chosen functions performed any

file accesses and, if so, determines the type of difference with respect to the other function.

For example, if both functions access the same file, no file accesses are marked as added,

removed or replaced. If one function accesses a different file, that access is classified as

replaced. If the second function has no corresponding file access, the access is marked

as removed. Next, with the collected data, noWorkflow compares the outputs, received

arguments, and durations of the two functions. However, detecting differences in variables

requires a more complex process than a simple comparison.

To find variable differences, noWorkflow first runs a longest common subsequence

(LCS) algorithm on the list of variables of the first function and the list of variables of

the second function. Two variables are considered the same if they have exactly the same
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name, or if they appear on the same line of code and have a similar name2. The longest

common subsequence algorithm returns two lists: one containing the variables from the

first function that matched, and the other containing the matched variables from the

second function. Together with the two original variable lists, these four lists are used by

noWorkflow to perform further comparisons and identify which variables were changed,

removed, or added. Finally, noWorkflow shows the diff between the two functions.

As a practical example, executing the command now diff 1.1.1 1.2.1 -fa 66 72

(as shown in Figure 11) first displays the trial diff to orient the user, then shows the diff

between the functions with evaluation IDs 66 (first trial) and 72 (second trial). Notice

that the output has changed, and noWorkflow points out the exact location of the change

using a caret (ˆ). The same highlighting is used for the arguments passed to the functions.

Since the duration values differ completely, no caret is shown. Furthermore, noWorkflow

also indicates when nothing has changed, as seen with the variables and file accesses in

this example.

While using the function diff feature in the command-line interface requires database

knowledge, using it in the graphical interface is easier. After performing a diff between

the two trials, hold CTRL, then click on an overlapping function node. If there are more

than two functions overlapping, for example, in a loop, a modal will appear, prompting

the user to select the desired function calls, as can be seen in Figure 12. Otherwise, the

comparison result is displayed without further interaction, as can be seen in Figure 13.

From there, users can click on the collapse icon to hide information. Any files added,

removed, or replaced by the function call can be downloaded by clicking on their names.

It is also possible to compare calls of different functions. For that, the user must left-click

on a trial node in the history graph, making a dropdown menu appear as can be seen in

Figure 14. Then, the option function activation diff must be selected. A modal like

the one in Figure 15 will be shown, and the user must select the trial and the functions

to compare.

4.3 Dataflow

The command now export dataflow already existed in the previous versions of noWork-

flow as seen in Section 3.5.4. However, the dataflow types’ names were not intuitive, nor

did they clearly suggested what these dataflows show. Furthermore, during development,
2https://docs.python.org/3/library/difflib.html
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[now] trial diff:
Start changed from 2025-08-25 15:54:05.384001 to 2025-08-25 15:55:01.021362
Finish changed from 2025-08-25 15:54:33.091278 to 2025-08-25 15:55:27.681214
Duration text changed from 0:00:27.707277 to 0:00:26.659852
Sequence key changed from 1 to 2
Command changed from run .\credit_card_fraud.py to run .\credit_card_fraud.py 40
Parent id changed from <None> to ee1dcc04-d706-4636-89f6-1fe794069470

(access(’ee1dcc04-d706-4636-89f6-1fe794069470’, f2, ’out.txt’, ’w’,
’3dbffeea67a0d69c6c65ffb71ac6481377d6b6bf’,
’da39a3ee5e6b4b0d3255bfef95601890afd80709’, 27.593410999979824, 118).,
access(’ba9d78c9-10a1-4325-b22e-f4f0e25dc3cd’, f2, ’out.txt’, ’w’,

’7a1853421b0963f063c62a8a5d66f731040e269f’,
’da39a3ee5e6b4b0d3255bfef95601890afd80709’, 26.54364470008295, 124).)
[now] Function output
[now] The output changed:

- RandomUnderSampler(random_state=42)
? ^

+ RandomUnderSampler(random_state=40)
? ^

[now] The arguments changed:

- [’42’]
? ^

+ [’40’]
? ^

[now] The duration changed:

- 7.100054062902927 miliseconds
+ 6.500049494206905 miliseconds

[now] The variables didn’t change

[now] 0 file accesses added:

[now] 0 file accesses removed:

[now] 0 file accesses replaced:

Figure 11: Output of a function diff in the commandline
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Figure 12: The modal for the user to select which function call in a loop (s)he wants to
compare.

Figure 13: An example of a result of comparing two function calls in the graphic interface.
The differences between function calls are colored according to the trials’ colors.
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Figure 14: The dropdown menu that appears when the user right-clicks on a trial node.

Figure 15: The modal for the user to select which function calls (s)he wants to compare.

we acknowledged that the previous dataflow types did not meet users’ needs. Thus, we

renamed the types of dataflow and changed the internal logic of the dataflow types and

other parts of the now export dataflow command.

Users can now use the now vis interface to generate a dataflow by left-clicking the

desired trial node in the history graph and selecting generate dataflow from the drop-

down menu. Then a modal appears, allowing the user to select the dataflow options, as

shown in Figure 16. Figure 17 shows an example of a dataflow produced by noWorkflow

by selecting the Graph mode as activation. We made it possible for the user can zoom

in, zoom out, and drag the dataflow using the mouse and download the dataflow as an

SVG or text file in the .dot format.
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Figure 16: The modal for the user to select the desired options to generate a dataflow.



4.3
D

ataflow
40

9 pd.read_csv('creditcard.csv', encoding='utf-8')

creditcard.csv

10 df.drop('Class', axis=1) 16 PCA(n_components=pca_components)

17 pca.fit_transform(X)

20 len(sys.argv)

21 range(2)

22 RandomUnderSampler(random_state=random_seed) 22 RandomUnderSampler(random_state=random_seed)

23 rus.fit_resample(X_pca, y)

27 train_test_split(X_resamp ... random_state=random_seed)30 RandomForestClassifier()

31 rf.fit(X_train, y_train) 32 rf.predict(X_test)

35 roc_auc_score(y_test, y_pred)36 f1_score(y_test, y_pred)

38 open("out.txt", "w")

out.txt

38 str(roc_metric)38 str(f1_metric)

38 open("out.txt", "w").writ ... )+"
F1="+str(f1_metric))

Figure 17: An example of a dataflow with the graph mode activation. Blue rectangles are function calls (activations), the white,
rounded rectangles are file accesses (files), and arrows represent dependencies.
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4.3.1 Dataflow types

As stated in Section 3.5.4, the previous types of dataflow in noWorkflow did not have

intuitive names and/or their names did not clearly match the dataflow they generated.

Also, the previous dataflow types did not meet the users’ needs. Thus, we had to rename

them, modify the internal logic as described below, and implement a new type of dataflow

(looplessCoarseGrain). Now, with our solution, noWorkflow’s dataflow types are: acti-

vation, coarse-grain, loopless coarse-grain, fine-grain, and all. We discuss them in this

section.

• activation: this dataflow type presents only function activations (the function calls

that a trial executed, which noWorkflow recorded in the table activation in the SQL

database) and file accesses (the files that a trial read and wrote, which noWorkflow

recorded in the table file_access). Dependencies on the graph are clustered by

argument/option depth. An example of this dataflow can be seen in Figure 17.

• coarseGrain: as its name suggests, this dataflow is coarse-grained. It filters the

dataflow to show what what the activation mode shows (function calls and file

accesses), plus the parameters passed to functions during a trial execution and the

assignments associated with these function calls. An example of this dataflow can

be seen in Figure 18.

• looplessCoarseGrain: this dataflow type shows the same info as the coarseGrain

mode, but it merges nodes representing function calls on the same line within a loop,

showing only the last call. In effect, this removes the representation of function-call

loops. An example of this dataflow can be seen in Figure 19, which shows only one

call of the function RandomUnderSampler.

• fineGrain: as its name suggests, this dataflow is a fine-grain dataflow. It shows all

the information that the coarseGrain mode shows (function calls, file accesses,

function parameters, and assignments to function calls), plus variables, data values,

and all user-defined evaluations. These additions come from the provenance recorded

by noWorkflow in the evaluation table of the SQL database. An example of this

dataflow can be seen in Figure 20.

• all: this dataflow type shows all evaluations and function activations. Dependen-

cies on the graph are not clustered regardless of the options the user chose before

generating this dataflow type. An example of this dataflow can be seen in Figure 21.
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30 RandomForestClassifier
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31 rf.fit(X_train, y_train)

31 rf.fit

32 rf.predict(X_test)

32 rf.predict
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36 f1_metric
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out.txt 38 open("out.txt", "w").write
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-1 str
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F1="+str(f1_metric)

38 open("out.txt", "w").writ ... )+"
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Figure 18: An example of a dataflow with to graph mode coarseGrain. The light-blue,
rounded rectangles are data (evaluations).
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Figure 19: An example of a dataflow with to graph mode looplessCoarseGrain.
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Figure 20: An example of a dataflow with to graph mode fineGrain.
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Figure 21: An example of a dataflow with to graph mode all.
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4.3.2 Was Derived From

Previously in noWorkflow, the only way for a user to see all the provenance that devired

an activation node, without querying the database directly, was to rely on the feature

discussed in Section 3.5.5 (now evaluation). However, this feature can only be used in

the command line and does not show a clear “path” showing exactly how the provenance

led (derived) to that activation node. Sometimes it could even be confusing because it

only prints lines with the evaluations and their ids. Thus, we developed a feature that

makes it possible to generate a dataflow showing all provenance that derived a given acti-

vation node. On the command line, this is done by using the --wdf (wasDerivedFrom)

after the now export dataflow command. As an example, the command now export

dataflow 1.1.1 --wdf 37, where 37 is the desired function activation id, generates a

.dot file containing a dataflow with the function 37 and all the evaluation that derived it.

This can also be done in the graphical interface when generating a dataflow. There,

the user needs to use the Evaluation was derived from search box. This box lets

the user type the evaluation name (e.g. a function name) or parameters instead of the

activation ID (which would be required when generating this dataflow in the command

line). As the string is typed, noWorkflow displays possible options in an autocomplete.

This is a preferable option to generate this type of dataflow, since the user does not need

to know the evaluation ID. Figure 22 shows an example of that. Note that this feature is

slightly similar to the command-line feature described in Section 3.5.5.

4.3.3 Exclude Prior Provenance

We also developed a feature to trim dataflow on the now vis interface by selecting two

function nodes. Specifically, the user selects the first function with the mouse, then holds

CTRL while selecting a second function with the mouse. Then, noWorkflow determines

which of the selected functions is the last (say f1) in the dataflow by comparing their

evaluations. Subsequently, it generates two dataflows containing only the provenance

that generated each function (Section 4.3.2), one for f1 and one for the other function

(f2), using the same options as the user-generated dataflow. Having generated these

two dataflows, noWorkflow performs a set difference operation. For example, taking the

dataflow of function f1 as set A and the dataflow of function f2 as set B, noWorkflow does

the set operation A – B. Thus, the resulting dataflow consists of elements that are in A

but not in B. This dataflow has f1 as the end node, excluding all provenance prior to f2.

An example of trimming the dataflow from Figure 17 is shown in Figure 23. The process
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Figure 22: An example showing how the autocomplete works as the user selects options
to generate a dataflow.

20 len(sys.argv)

23 rus.fit_resample(X_pca, y)

27 train_test_split(X_resamp ... random_state=random_seed)

30 RandomForestClassifier() 32 rf.predict(X_test)
36 f1_score(y_test, y_pred)

Figure 23: The dataflow of Figure 17 after trimming the provenance before the function
rus.fit_resample(X_pca, y) and after the function f1_score(y_test, y_pred).

began by selecting the function f1_score(y_test, y_pred). Then, while holding the

CTRL, the user clicked on the function rus.fit_resample(X_pca, y).

4.4 Exports

We have also contributed by including options to export provenance of several types, as

explained in the following subsections.

4.4.1 Prolog

We added the now export prolog command to the now vis interface. After right-clicking

on a trial node, the user must select the option export prolog in the dropdown menu,

and then noWorkflow will show a modal where the user should choose whether to also

export the rules, and if timestamps should be hidden. After generating the export to

Prolog, it is displayed in the graphical interface together with an input area to execute

Prolog queries, as Figure 24 shows. This new feature helps the user analyze the collected
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Figure 24: An example showing part of the provenance data exported in the Prolog format
and the query space.

provenance more easily, because in the previous versions of noWorkflow, the user needed

an external tool to execute Prolog queries on the exported facts by the command line.

4.4.2 PROV

We have extended noWorkflow to export a trial’s provenance in the PROV format through

the now vis interface. To do this, the user must right-click the desired trial node and

select the generate prov option from the dropdown menu. Then, noWorkflow displays

the trial’s provenance in the PROV format as shown in Figure 25.
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Figure 25: An example showing part of provenance data exported in the PROV format.

4.5 Restore

We adapted the now restore command so that its features can be used in the now vis

interface. However, there, the restore command is separated into two distinct options:

restore trial and restore file. To use any of them, the user must first right-click the

desired trial node, then select restore trial or restore file from the dropdown menu.

In both cases, a modal with options will appear, as shown in Figure 26 for a trial and in

Figure 27 for a trial’s file.

To make it easier for the user, the restore file lists all the files that can be selected

for that specific trial. Once the trial or file is restored, or an error occurs, a message

displaying what happened is shown to the user.
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Figure 26: The modal for the user to select the desired options to restore a trial.

Figure 27: The modal for the user to select the desired options to restore a trial’s file.

4.6 Collaboration

All collaboration features of noWorkflow lacked graphical interface support, forcing the

user to interact with the command line. Furthermore, it did not store the URL the user

used to pull the experiment from or to push to. These are oversight issues regarding

provenance and usability. Thus, we addressed these limitations by adding the existing

features to the now vis interface and by developing the concept of remote in noWorkflow.

The pull command works as explained in Section 3.6. However, now it saves the

address from where the user pulled the experiment. This is saved in a table called remote,

which helps the user when using the graphic interface. For each remote, other than

the ID, the remote table saves four attributes: server_url, name, used, and hide.

server_url is the remote address. name is simply a string, which the user can change

at any time as needed. When pulling from an address for the first time, the name is the



4.6 Collaboration 51

same as the server_url. Meanwhile, used is set as True for a remote after pulling (or

pushing) from it, and hide is saved as False as default.

In the experiment’s graphical interface, there is a pull button. Clicking this button

opens a modal where the user selects a remote database and confirms the action, as shown

in Figure 28. This allows noWorkflow to pull provenance data from the selected remote

without requiring the user to manually enter its URL. Note that to see the pulled trial(s)

files locally, the user must use the command now restore, which is covered at Section

4.5.

Figure 28: The modal for the user to select which remote to pull from.

In an experiment’s graphic interface, there is also a button to push. Similar to the

pull command, clicking this button opens a modal where the user must select a remote

and confirm it. Once confirmed, noWorkflow sends and merges the local provenance data

into the selected remote database, without requiring the remote URL.

We have also added a way for users to manage an experiment’s remotes. There are

buttons to add, edit, delete a remote. By selecting the button to add a remote, a modal

will appear with two input boxes, as Figure 29 shows. There, the user must specify

the remote’s URL and give it a name, then confirm. A remote saved this way has the

attribute used as False. Additionally, if the user wants to edit a remote’s name, the

edit button lets them do so. After clicking on it, a modal will appear. In this modal,

the user must provide the remote’s new name and confirm it. Finally, the Delete button

addresses cases where a remote is incorrect, obsolete, or otherwise unnecessary. By clicking

this button, a modal will appear, and the user must select a remote from the available

options. Upon confirmation, noWorkflow deletes the selected remote from the available

push, pull, and edit options. However, if the remote had the attribute used as True,

instead of truly deleting it, noWorkflow sets the remote’s attribute hide to True. This

makes the remote disappear from the user’s interface, but the remote stays stored in the

database as provenance.
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Figure 29: The modal for the user to add a remote.

4.7 Final Remarks

Our improvements to noWorkflow are mostly visible in the graphical interface (PROV,

Prolog with query interface, and restoring files). Yet our approach goes beyond that, im-

proving provenance analysis and exploration through new features. For example, function

diff, new dataflows, and interactive dataflows with new features. However, it is necessary

to determine whether noWorkflow can meet users’ needs in a experiment setting. Thus,

in Chapter 5, we evaluate noWorkflow and our approach using the questions from the

First Provenance Challenge.



5 Evaluation on the noWorkflows’
Analysis Capabilities

To evaluate noWorkflow’s analysis capabilities, including the extensions we implemented

in our work, we decided to use the questions of the First Provenance Challenge1. However,

there are two problems with using the First Provenance Challenge questions directly.

The first is that the challenge concerns a specific workflow, with emphasis on the word

workflow, since it is not a Python script. The second is that the challenge questions

focus on that specific workflow. Therefore, in this evaluation, we first adapt the questions

from the First Provenance Challenge to refer to scripts in general, rather than a specific

workflow.

5.1 Adapting the First Provenance Challenge Questions to
Scripts

The First Provenance Challenge has nine questions that aim at evaluating the capabilities

of workflow systems to capture provenance. Since they were targeted at workflows, we

adapted them for experiments written as scripts. For that, we use the following notation.

An experiment e, materialized in the form of a script s is composed of a set of trials

T . Each trial t ∈ T corresponds to a different execution of the script s. The set of trials

T of an experiment may correspond to executions of different versions of the script s,

including variations of code, parameters, and inputs. A trial t may have zero or more

parameters p (these are the parameters that are passed in the command line during the

invocation of the script s). We call P the set of all parameters of a trial t (p ∈ P ). Also,

a trial t may generate zero or more outputs os. We call OS the set of all such outputs

(os ∈ OS). We consider an output to be a file that is written by the script.

A trial t has a (possibly empty) set of functions F . A function f of a trial thus belongs
1https://openprovenance.org/provenance-challenge/FirstProvenanceChallenge.html

https://openprovenance.org/provenance-challenge/FirstProvenanceChallenge.html
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to this set (f ∈ F ). The functions of a trial t may have zero or more parameters. We call

PF the set of all parameters of the functions in F of t. We call pf a given parameter of

PF (pf ∈ PF ). Additionally, a function f of t may produce a set of outputs (generated

via the return statement) OSF , where osf is one of such outputs (osf ∈ OSF ).

Based on this notation, Table 1 shows the adapted Provenance Challenge questions.

For all of the adaptations, we took the mentions to the specific workflow defined in the

First Provenance Challenge and generalized it as much as possible, while keeping the

original query intent. As an example, the first question of the challenge is Find the

process that led to Atlas X Graphic/everything that caused Atlas X Graphic to be as it is.

Atlas X Graphic, in this case, is an output of the workflow, and a process is a workflow

activity. In our translation, we consider a workflow activity to be equivalent to a function

in a script. So, we look for the functions that contributed to the generation of an output

os. The adapted query, as shown in Table 1, reads Given an output os of a trial t, get all

the functions F ′, (F ′ ⊆ F ) that generated or changed os.

We did not adapt Q3, though. This is because Q3 refers to stages of the workflow.

A stage is a set of functions. Since there is no straightforward mapping from stages in

workflows to scripts, we opted to leave this question out of our translation.

5.2 Answering the Questions

To evaluate whether noWorkflow can successfully answer those questions, we used the

credit card fraud detection script of Algorithm 1. The file ‘creditcard.csv’ that is

referenced on the script is the Kaggle Credit Card Fraud Detection Dataset 2. A repos-

itory with our code and the experiment can be found at https://github.com/dew-

uff/noworkflow-analysis/tree/dissertation.

Using that code, we ran two trials. The difference between the two trials is the value of

the random_seed variable. On the first trial, we used the value 42, and in the second trial,

we used the value 40, passing it as a script parameter. Using the provenance database

generated by noWorkflow, and also noWorkflow’s analysis tools, we now answer the First

Provenance Challenge questions. Note that here we instantiate the queries shown in

Table 1 to look for specific parts of the provenance, as the original queries of the First

Provenance Challenge did.
2https://www.kaggle.com/datasets/mlg-ulb/creditcardfraud

https://github.com/dew-uff/noworkflow-analysis/tree/dissertation
https://github.com/dew-uff/noworkflow-analysis/tree/dissertation
https://www.kaggle.com/datasets/mlg-ulb/creditcardfraud
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Table 1: The First Provenance Challenge Queries adapted to scripts

Query ID Query Content
Q1 ORIGINAL: Find the process that led to Atlas X Graphic/everything that caused Atlas X Graphic to be

as it is.
REWRITTEN: Given an output os of a trial t, get all the functions F ′, (F ′ ⊆ F ) that generated or
changed os.

Q2 ORIGINAL: Find the process that led to Atlas X Graphic, excluding everything prior to the averaging of
images with softmean.
REWRITTEN: Given an output os of a trial t, get all the functions F ′, (F ′ ∈ F ) that generated or
changed os, excluding everything prior to a function f , (f ∈ F and f ∈ F ′)

Q3 ORIGINAL: Find the Stage 3, 4 and 5 details of the process that led to Atlas X Graphic.
REWRITTEN: –

Q4 ORIGINAL: Find all invocations of procedure align_warp using a twelfth order nonlinear 1365 parameter
model (see model menu describing possible values of parameter "-m 12" of align_warp) that ran on a
Monday.
REWRITTEN: Given a function f , get all calls of f that had pf as a parameter and were executed on
the date d.

Q5 ORIGINAL: Find all Atlas Graphic images outputted from workflows where at least one of the input
Anatomy Headers had an entry global maximum=4095. The contents of a header file can be extracted as
text using the scanheader AIR utility.
REWRITTEN: Get all the outputs OS of all trials in T that had a parameter p as an input.

Q6 ORIGINAL: Find all output averaged images of softmean (average) procedures, where the warped images
taken as input were align_warped using a twelfth order nonlinear 1365 parameter model, i.e. "where
softmean was preceded in the workflow, directly or indirectly, by an align_warp procedure with argument
-m 12."
REWRITTEN: Find all outputs (produced by the return statement) of a function f, (f ∈ F ) if f is
preceded by f ′, (f ′ ∈ F ) and f ′ received the parameter pf .

Q7 ORIGINAL: A user has run the workflow twice, in the second instance replacing each procedures (convert)
in the final stage with two procedures: pgmtoppm, then pnmtojpeg. Find the differences between the two
workflow runs. The exact level of detail in the difference that is detected by a system is up to each participant.
REWRITTEN: Given two trials t and t′ contemplating the same experiment, find the difference between
the t and t′ executions and functions.

Q8 ORIGINAL: A user has annotated some anatomy images with a key-value pair center=UChicago. Find
the outputs of align_warp where the inputs are annotated with center=UChicago.
REWRITTEN: Find all outputs (produced by the return statement) of a function f , where f received a
parameter pf and pf was annotated with a specific annotation a.

Q9 ORIGINAL: A user has annotated some atlas graphics with key-value pair where the key is studyModality.
Find all the graphical atlas sets that have metadata annotation studyModality with values speech, visual or
audio, and return all other annotations to these files.
REWRITTEN: Find all the outputs OS of all trials in T where the outputs were annotated with a specific
content ac. For those outputs, return all their other annotations.

Q1: Get all the functions that generated or changed out.txt on trial 1.2.1.

noWorkflow has two features that can solve this query. One of them is only available

on the command line. However, the user needs to know the id of the evaluation that

represents the last function that generated the output out.txt. The command can be

executed by typing now evaluation --eid [evaluation_id] wdf in a terminal open

in the experiment folder, replacing evaluation_id by the evaluation’s id. This is not

trivial, since it requires the scientist to look into the SQLite provenance database to find

specific values.

As an alternative, we use the now vis interface to generate a dataflow using one of

the modal options to choose the evaluation required by Q1. In our case, it is the write

function since it is the function that changed the file “out.txt”. To choose that, we just

need to type “write” in the input box and choose it from the options that are presented.

Figure 30 shows only the functions that directly influenced the write function. In other
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9 pd.read_csv('creditcard.csv', encoding='utf-8')creditcard.csv
10 df.drop('Class', axis=1)

16 PCA(n_components=pca_components)

17 pca.fit_transform(X)

20 len(sys.argv)

22 RandomUnderSampler(random_state=random_seed)

23 rus.fit_resample(X_pca, y)
27 train_test_split(X_resamp ... random_state=random_seed)

30 RandomForestClassifier()

32 rf.predict(X_test)

35 roc_auc_score(y_test, y_pred)

36 f1_score(y_test, y_pred)

38 open("out.txt", "w") out.txt

38 str(roc_metric)

38 str(f1_metric)

38 open("out.txt", "w").writ ... )+"
F1="+str(f1_metric))

Figure 30: Dataflow result used to answer Q1 in our running example

20 len(sys.argv)

23 rus.fit_resample(X_pca, y)

27 train_test_split(X_resamp ... random_state=random_seed)

30 RandomForestClassifier()

32 rf.predict(X_test)

35 roc_auc_score(y_test, y_pred)

36 f1_score(y_test, y_pred)

38 open("out.txt", "w") out.txt

38 str(roc_metric)

38 str(f1_metric)

38 open("out.txt", "w").writ ... )+"
F1="+str(f1_metric))

Figure 31: Dataflow result used to answer Q2 in our running example

words, it shows only the functions necessary to change or, in our case, generate out.txt.

Q2: Get all the functions that generated or changed out.txt on trial 1.1.1,

excluding everything prior to the function rus.fit_resample(X_pca, y). This

query is very similar to Q1, but it limits the functions it wants. To get the answer, there

is a feature in noWorkflow that lets the user exclude part of a dataflow, as discussed it

in Section 4.3.3. So, after generating the dataflow of Figure 30, we use this feature to

answer Q2. The result is shown in Figure 31.

Q4: Get all calls of function train_test_split that had “0.2” as a parameter

and were executed on 08/25/2025 at 3 p.m. We can use the Database tab of

now vis (Section 3.5.9) to answer this query. First, we query the evaluation table to

get 0.2 as an evaluation, then we check which evaluations depend on it. After getting

its code_component id, we get the code_component name – this stores how the

function is called in the code. Finally, the query retrieves all its calls with a join with

the trial table, so we can specify the date. Notice that we used the SUBSTRING SQL

function just to shorten the name attribute. The query could be written without this

function.

The resulting SQL query and its result are shown in Figure 32. Analyzing the answer,

we see that this occurred in trials 1.1.1 and 1.2.1, which were executed by Arthur. Note

that the query could return other related information, as needed.

Q5: Get all the outputs of all trials that had the parameter “40” as an input.

Here we can also use the Database tab, that we discuss in Section 3.5.9, to answer this

query. Here we need four tables: the file_access table, which registers access to files,

including written files, meaning the outputs of a trial; the activation table, which stores

function calls (we must ensure that the file accesses we are querying are the correct ones);

the argument table, which stores the trial parameters; and the tag table, which stores
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SELECT ta.name as trial_tag, t.user_id, t.start, t.finish,
SUBSTRING (c.name, 1,16) AS name
FROM code_component as c

LEFT JOIN trial as t on c.trial_id == t.id
LEFT JOIN tag as ta on ta.trial_id == t.id

WHERE t.start LIKE "2025-08-25 15%" AND c.name == (
SELECT c.name
FROM code_component as c
WHERE c.id IN

(SELECT e1.code_component_id
FROM evaluation as e1
WHERE e1.id IN (

SELECT d.dependent_id
FROM dependency as d
WHERE d.dependency_id IN (

SELECT e.id
FROM evaluation as e
WHERE e.repr == ’0.2’)

AND d.type == "argument"))
AND name LIKE "%train_test_split%")

trial_tag user_id start finish name
1.1.1 DESKTOP-D1216SA\Arthur 2025-08-25 15:54:05.384001 2025-08-25 15:54:33.091278 train_test_split
1.2.1 DESKTOP-D1216SA\Arthur 2025-08-25 15:55:01.021362 2025-08-25 15:55:27.681214 train_test_split

Figure 32: SQL query that answers Q4 and its result.

the trial tags. The resulting (SQL) query that answers Q5 is as follows. The resulting

SQL query and its result are shown in Figure 33.

Q6: Find all outputs of the function f1_score if it is preceded by a train_test_

split function with parameter “42”. noWorkflow does not have an API you can use

when writing code, but it has its own library. This means that any Python code can use

the library to access some of noWorkflow features when writing a script as long as the user

has it installed. So, to demonstrate noWorkflow’s library capability, we use it to solve

this query. The resulting script can be found in our repository3, and Figure 34 shows the

script’s output. Figure 34 shows that noWorkflow’s library found the functions f1_score

and train_test_split twice. Note that the running example has two trials, but only one

of these trials train_test_split has the parameter “42” as an input (trial 1.1.1). Thus,

the script only prints this trial’s f1_score output as it can be seen by lines the “Found:

42” and “F output: 0.7938144329896907” in Figure 34.

Q7: Find the difference between the execution and functions of trials “1.1.1”

and “1.2.1.” To answer this query, we can use the feature we discussed in Section 3.5.3.
3https://github.com/dew-uff/noworkflow-analysis/blob/dissertation/provenance_

challenge_6_with_noworkflow.py

https://github.com/dew-uff/noworkflow-analysis/blob/dissertation/provenance_challenge_6_with_noworkflow.py
https://github.com/dew-uff/noworkflow-analysis/blob/dissertation/provenance_challenge_6_with_noworkflow.py
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SELECT ta.name as trial_tag, ar.value, f.name,
f.mode, f.content_hash_before, f.content_hash_after
FROM file_access as f, activation as ac, argument as ar
LEFT JOIN tag as ta on ta.trial_id == f.trial_id
WHERE ac.id == f.activation_id AND
ar.trial_id == f.trial_id
AND f.trial_id == ac.trial_id
AND (f.mode == "w" OR f.mode == "w+b")
AND f.name NOT LIKE "nul"
AND ar.name == "argv"
AND ar.value LIKE "%’40’%"

trial_tag value name mode content_hash_before content_hash_after
1.2.1 [’credit_card_fraud.py’, ’40’] out.txt w 7a1853421b0963f063c6

2a8a5d66f731040e269f
da39a3ee5e6b4b0d3255
bfef95601890afd80709

Figure 33: SQL query that answers Q5 and its result.

Found F: f1_score(y_test, y_pred)
Found G: train_test_split(X_resampled, y_resampled, test_size=test_dim,

random_state=random_seed)
Found: 42
F output: 0.7938144329896907
F’s trial’s tag: 1.1.1
Found F: f1_score(y_test, y_pred)
Found G: train_test_split(X_resampled, y_resampled, test_size=test_dim,

random_state=random_seed)

Figure 34: Output of the script used to answer Q6

There are two ways to see the difference between two trials using noWorkflow. One of

them is using the command line inside the experiment (or server) folder by executing the

command now diff [trial1_id] [trial2_id], where trial1_id and trial2_id are the ids

of the trials the user wishes to compare. It is also possible to add other arguments if the

user wishes to compare other things. For example, -m, -e, and -f if (s)he wants to compare

modules, environments, and file accesses, of the trials, respectively. The second method

for comparing two trials is to use the now vis interface, which displays the differences

between the trials and their functions. Figure 7 shows that trial 1.2.1 calls the function

int to convert a value to integer before calling the function range. The second part of

Q7 asks for the differences between the functions. This can be done using a fine-grained

diff as explained in Section 4.2.

Q8: Find all outputs of the function write which received roc_metric as a

parameter and was annotated with “center=UChicago”. Currently, noWorkflow

cannot answer this query. This is because it currently supports annotations in the exper-
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iments, but not on individual files.

Q9: Find all the outputs of all trials where the outputs were annotated with

“studyModality”. Return all the other annotations of all outputs that fulfill

the requirement. Since this query also requires annotations in files, the current version

of noWorkflow can not answer it.

5.3 Final Remarks

In this chapter, we rewrote the questions from the First Provenance Challenge, adapt-

ing them to cover not only the workflow used in the challenge, but also a broader range

of experiments. With these adaptations, provenance tools capable of exploring and/or

analyzing provenance from scripts can use the questions to verify their efficiency, as the

participants in the First Provenance Challenge did. We then used our rewritten ques-

tions to evaluate noWorkflow and found that it can answer seven of the nine questions.

In particular, questions Q8 and Q9 could not be answered because annotations are im-

plemented only for experiments in noWorkflow. Furthermore, Q4 and Q5 needed SQL

queries to be answered, while Q6 needed a Python script. Thus, as future work, we are

going to develop features to help users answer these types of questions without needing

technical knowledge.



6 Conclusion

This work discusses provenance analysis and methods for exploring the provenance of in

silico experiments. We also, in Section 2, examine existing tools and approaches in the

literature and propose a taxonomy for their classification. This taxonomy can help users

identify tools that best suit their needs. Furthermore, we present an approach to help

users analyze both in silico and in virtuo experiments. We implemented this approach

in a tool called noWorkflow, available at https://github.com/gems-uff/noworkflow.

However, most of its previous analysis features are only accessible via the command line

within the experiment’s folder, which can be difficult for some users. To address this, we

improved the visual analysis interface.

After describing each feature of noWorkflow’s previous version and how to use them,

we present each new feature we developed to enhance the visual analysis interface, using

a script as a running example. Other features include queries in the graphical interface,

improvements to existing visualizations, and different ways to generate dataflows. These

new features either integrate the command-line features into the pre-existing graphical

interface or introduce new capabilities for provenance analysis. Thus, we demonstrate

how these features aid users in managing and analyzing experimental provenance. To

evaluate our approach and noWorkflow, we adapted the questions from the First Prove-

nance Challenge to apply to scripts. Using this adaptation, we assessed whether our new

features (or the previous ones) could answer the questions with our running example as

the target experiment.

Our approach showed how to accommodate users who cannot use noWorkflow’s fea-

tures via the command line or find them complex. Furthermore, it demonstrated the

viability of offering multiple types of provenance analysis and visualizations to best suit

the user’s needs. For instance, the graphical interface can render a dataflow graph to show

which functions derived a file, or use colored plain text to highlight differences between

two function outputs.

https://github.com/gems-uff/noworkflow
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We not only demonstrated our approach but also evaluated it using the First Prove-

nance Challenge. To do this, we first translated the challenge’s questions to contemplate

scripts. This translation enables future works, approaches, and tools that collect, ana-

lyze, manage, or explore script provenance to use this challenge as a benchmark. Our

approach answered questions (Q1, Q2 and Q7) noWorkflow could not completely answer

with its previous features, while most of the remaining questions were answered by them.

Only two questions remained unanswered because noWorkflow lacks a specific annotation

feature.

One limitation of our approach is the absence of a feature to annotate variables and

files. This restricts users’ ability to analyze provenance, forcing them to either remember

the purpose of each variable and file or rely on code comments. A further limitation is

that we had to use SQL to answer Q4 and Q5, and a Python script to answer Q6. Thus,

a user without specific technical knowledge would not be able to answer them.

Future work must address these limitations. The primary goal is to fully answer the

First Provenance Challenge’s questions. This will require developing a feature to anno-

tate variables and files within noWorkflow. Furthermore, we plan to implement a more

accessible query interface, moving beyond pure SQL and Python scripts. This will allow

users unfamiliar with SQL and programming to more easily answer complex provenance

questions, such as Q4, Q5 and Q6 in Section 5.2. Furthermore, future work could enhance

existing visualization features (for example, collapse and expand parts of a dataflow), de-

velop new types of provenance visualization (such as cluster-based views), and add import

capabilities for other provenance formats (e.g., PROV-N and PROV-XML) to make use

of the already developed features.

Lastly, an article focusing on the collaboration features was submitted to the Journal

of Information and Data Management and was accepted. In parallel, we wrote an article

dedicated to noWorkflow as a provenance tool and plan to submit it soon.



REFERENCES

ACUÑA, Ruben; CHOMILIER, Jacques; LACROIX, Zoé. Managing and documenting

legacy scientific workflows. Journal of Integrative Bioinformatics, De Gruyter,

v. 12, n. 3, p. 65–87, 2015.

ACUÑA, Ruben; LACROIX, Zoé; BAZZI, Rida A. Instrumentation and Trace Analysis

for Ad-Hoc Python Workflows in Cloud Environments. In: CLOUD. New York, USA:

IEEE, 2015. P. 114–121.

ANAND, Manish Kumar; BOWERS, Shawn; LUDÄSCHER, Bertram. Database support

for exploring scientific workflow provenance graphs. In: SPRINGER. SCIENTIFIC and

Statistical Database Management: 24th International Conference, SSDBM 2012, Chania,

Crete, Greece, June 25-27, 2012. Proceedings 24. [S. l.: s. n.], 2012. P. 343–360.

BAO, Zhuowei et al. Pdiffview: Viewing the difference in provenance of workflow results.

Proceedings of the VLDB Endowment, VLDB Endowment, v. 2, n. 2,

p. 1638–1641, 2009.

BELHAJJAME, Khalid et al. Prov-dm: The prov data model. W3C

Recommendation, World Wide Web Consortium (W3C), v. 14, p. 15–16, 2013.

BOCHNER, Carsten; GUDE, Roland; SCHREIBER, Andreas. A python library for

provenance recording and querying. In: SPRINGER. INTERNATIONAL Provenance

and Annotation Workshop. [S. l.: s. n.], 2008. P. 229–240.

BORKIN, Michelle A et al. Evaluation of filesystem provenance visualization tools.

IEEE transactions on visualization and computer graphics, IEEE, v. 19, n. 12,

p. 2476–2485, 2013.

CHEN, Peng et al. Visualization of network data provenance. In: IEEE. 2012 19th

international conference on high performance computing. [S. l.: s. n.], 2012. P. 1–9.

CHEUNG, Kwok; HUNTER, Jane. Provenance explorer–customized provenance views

using semantic inferencing. In: SPRINGER. INTERNATIONAL Semantic Web

Conference. [S. l.: s. n.], 2006. P. 215–227.



REFERENCES 63

COHEN-BOULAKIA, Sarah et al. Addressing the provenance challenge using zoom.

Concurrency and Computation: Practice and Experience, Wiley Online Library,

v. 20, n. 5, p. 497–506, 2008.

CUTLER, Zach; GADHAVE, Kiran; LEX, Alexander. Trrack: A library for

provenance-tracking in web-based visualizations. In: IEEE. 2020 IEEE Visualization

Conference (VIS). [S. l.: s. n.], 2020. P. 116–120.

DAVIDSON, Susan B; FREIRE, Juliana. Provenance and scientific workflows: challenges

and opportunities. In: SIGMOD. Vancouver, BC, Canada: ACM, 2008. P. 1345–1350.

DAVISON, Andrew. Automated capture of experiment context for easier reproducibility

in computational research. Computing in Science & Engineering, IEEE, v. 14, n. 4,

p. 48–56, 2012.

DEL RIO, Nicholas; DA SILVA, Paulo Pinheiro. Probe-it! visualization support for

provenance. In: SPRINGER. INTERNATIONAL symposium on visual computing.

[S. l.: s. n.], 2007. P. 732–741.

DEMSKY, Brian. Garm: cross application data provenance and policy enforcement. In:

HOTSEC. Montreal, Canada: USENIX, 2009. v. 9, p. 10–10.

ECKELT, Klaus et al. Loops: Leveraging provenance and visualization to support

exploratory data analysis in notebooks. IEEE transactions on visualization and

computer graphics, IEEE, v. 31, n. 1, p. 1213–1223, 2024.

EDELSBRUNNER, Valentin et al. Visualization badges: Communicating design and

provenance through graphical labels alongside visualizations. IEEE Transactions on

Visualization and Computer Graphics, IEEE, 2025.

EICHINSKI, Philip; ROE, Paul. Datatrack: An R package for managing data in a

multi-stage experimental workflow data versioning and provenance considerations in

interactive scripting. In: IEEE. 2016 IEEE 12th International Conference on e-Science

(e-Science). [S. l.: s. n.], 2016. P. 147–154.

FREIRE, Juliana; KOOP, David et al. Provenance for computational tasks: A survey.

Computing in Science & Engineering, AIP Publishing, v. 10, n. 3, p. 11–21, 2008.

FREIRE, Juliana; SILVA, Cláudio T et al. Managing rapidly-evolving scientific

workflows. In: SPRINGER. PROVENANCE and Annotation of Data: International

Provenance and Annotation Workshop, IPAW 2006, Chicago, IL, USA, May 3-5, 2006,

Revised Selected Papers. [S. l.: s. n.], 2006. P. 10–18.



REFERENCES 64

FREW, James; BOSE, Rajendra. Earth system science workbench: A data management

infrastructure for earth science products. In: IEEE. PROCEEDINGS Thirteenth

International Conference on Scientific and Statistical Database Management. SSDBM

2001. [S. l.: s. n.], 2001. P. 180–189.

. Earth system science workbench: A data management infrastructure for earth

science products. In: SSDBM. Fairfax, VA, U.S.A: IEEE, 2001. P. 180–189.

FREW, James; METZGER, Dominic; SLAUGHTER, Peter. Automatic capture and

reconstruction of computational provenance. Concurrency and Computation:

Practice and Experience, Wiley Online Library, v. 20, n. 5, p. 485–496, 2008.

GUO, Philip J; SELTZER, Margo I. Burrito: Wrapping your lab notebook in

computational infrastructure. USENIX Association, 2012.

HERSCHEL, Melanie; DIESTELKÄMPER, Ralf; BEN LAHMAR, Houssem. A survey

on provenance: What for? What form? What from? The VLDB Journal, Springer,

v. 26, n. 6, p. 881–906, 2017.

HERSCHEL, Melanie; DIESTELKÄMPER, Ralf; LAHMAR, Houssem Ben. A survey

on provenance: What for? What form? What from? The VLDB Journal, v. 26, n. 6,

p. 881–906, 2017.

HEY, Tony; TANSLEY, Stewart; TOLLE, Kristin (Ed.). The Fourth Paradigm:

Data-Intensive Scientific Discovery. Redmond, Washington: Microsoft Research,

2009. ISBN 978-0-9825442-0-4. Disponível em:

<https://www.microsoft.com/en-us/research/publication/fourth-paradigm-

data-intensive-scientific-discovery/>.

HLAWATSCH, Marcel et al. Visualizing the evolution of module workflows. In: IEEE.

2015 19th International Conference on Information Visualisation. [S. l.: s. n.], 2015.

P. 40–49.

HOEKSTRA, Rinke; GROTH, Paul. PROV-O-Viz-understanding the role of activities

in provenance. In: SPRINGER. PROVENANCE and Annotation of Data and Processes:

5th International Provenance and Annotation Workshop, IPAW 2014, Cologne,

Germany, June 9-13, 2014. Revised Selected Papers 5. [S. l.: s. n.], 2015. P. 215–220.

HOLLAND, David A et al. PASSing the provenance challenge. Concurrency and

Computation: Practice and Experience, Wiley Online Library, v. 20, n. 5,

p. 531–540, 2008.

https://www.microsoft.com/en-us/research/publication/fourth-paradigm-data-intensive-scientific-discovery/
https://www.microsoft.com/en-us/research/publication/fourth-paradigm-data-intensive-scientific-discovery/


REFERENCES 65

HU, Jingmei et al. Improving data scientist efficiency with provenance. In: ICSE. Seoul,

South Korea: ACM, 2020. P. 1086–1097.

HUANG, Ruanqianqian et al. How Scientists Use Jupyter Notebooks: Goals, Quality

Attributes, and Opportunities. arXiv preprint arXiv:2503.12309, 2025.

HUQ, Mohammad Rezwanul; APERS, Peter MG; WOMBACHER, Andreas.

ProvenanceCurious: a tool to infer data provenance from scripts. In: PROCEEDINGS of

the 16th International Conference on Extending Database Technology. [S. l.: s. n.], 2013.

P. 765–768.

KERY, Mary Beth; HORVATH, Amber; MYERS, Brad A. Variolite: Supporting

Exploratory Programming by Data Scientists. In: CHI. [S. l.: s. n.], 2017. v. 10,

p. 3025453–3025626.

KÖHLER, Cristiano A et al. Facilitating the sharing of electrophysiology data analysis

results through in-depth provenance capture. eneuro, Society for Neuroscience, v. 11,

n. 6, eneuro–0476, 2024.

KOHWALTER, Troy et al. Prov viewer: A graph-based visualization tool for interactive

exploration of provenance data. In: SPRINGER. PROVENANCE and Annotation of

Data and Processes: 6th International Provenance and Annotation Workshop, IPAW

2016, McLean, VA, USA, June 7-8, 2016, Proceedings 6. [S. l.: s. n.], 2016. P. 71–82.

LERNER, Barbara; BOOSE, Emery. {RDataTracker}: Collecting provenance in an

interactive scripting environment. In: 6TH USENIX Workshop on the Theory and

Practice of Provenance (TaPP 2014). [S. l.: s. n.], 2014.

. RDataTracker: collecting provenance in an interactive scripting environment.

In: TAPP. Cologne, Germany: USENIX, 2014. P. 1–4.

LI, Xiaojin et al. Relational Database-Based Resource-Provenance Visualization Engine:

with an application to BICAN data. In: AMIA Annual Symposium Proceedings.

[S. l.: s. n.], 2026. v. 2025, p. 754.

LIN, Cui et al. A reference architecture for scientific workflow management systems and

the VIEW SOA solution. IEEE Transactions on Services Computing, IEEE, v. 2,

n. 1, p. 79–92, 2009.

LINHARES, Henrique et al. Provenance-enhanced Algorithmic Debugging. In: SBES.

Salvador, Brazil: ACM, 2019. P. 203–212.

MACKO, Peter; SELTZER, Margo. A General-Purpose Provenance Library. In: TAPP.

Boston, USA: USENIX, 2012. P. 1–6.



REFERENCES 66

MACKO, Peter; SELTZER, Margo I. A General-Purpose Provenance Library. In:

TAPP. [S. l.: s. n.], 2012.

. Provenance map orbiter: Interactive exploration of large provenance graphs.

TaPP, v. 2011, p. 1–6, 2011.

MCPHILLIPS, Timothy; GAGER, Jack et al. Bridging the Gap Between Process and

Procedural Provenance for Statistical Data. International Journal of Digital

Curation, 2025.

MCPHILLIPS, Timothy; SONG, Tianhong et al. YesWorkflow: a user-oriented,

language-independent tool for recovering workflow information from scripts. arXiv

preprint arXiv:1502.02403, 2015.

MENIN, Aline et al. Towards a visual approach for representing analytical provenance

in exploration processes. In: IEEE. 2021 25th International Conference Information

Visualisation (IV). [S. l.: s. n.], 2021. P. 21–28.

MEYER, Robert; OBERMAYER, Klaus. pypet: A python toolkit for data management

of parameter explorations. Frontiers in neuroinformatics, Frontiers Media SA, v. 10,

p. 38, 2016.

MICHAELIDES, Danius T et al. Intermediate notation for provenance and workflow

reproducibility. In: SPRINGER. PROVENANCE and Annotation of Data and

Processes: 6th International Provenance and Annotation Workshop, IPAW 2016,

McLean, VA, USA, June 7-8, 2016, Proceedings 6. [S. l.: s. n.], 2016. P. 83–94.

MISSIER, Paolo et al. ProvAbs: model, policy, and tooling for abstracting PROV

graphs. In: SPRINGER. PROVENANCE and Annotation of Data and Processes: 5th

International Provenance and Annotation Workshop, IPAW 2014, Cologne, Germany,

June 9-13, 2014. Revised Selected Papers 5. [S. l.: s. n.], 2015. P. 3–15.

MOREAU, Luc et al. Special issue: The first provenance challenge. Concurrency and

Computation: Practice and Experience, Wiley Online Library, v. 20, n. 5,

p. 409–418, 2008.

MUNISWAMY-REDDY, Kiran-Kumar et al. Provenance-Aware Storage Systems. In:

ATC. Boston, USA: USENIX Association, 2006. P. 43–56.

MURTA, Leonardo et al. noWorkflow: capturing and analyzing provenance of scripts.

In: IPAW. Cologne, Germany: Springer, 2014. P. 71–83.



REFERENCES 67

MWEBAZE, Johnson; BOXHOORN, Danny; VALENTIJN, Edwin. Astro-wise: Tracing

and using lineage for scientific data processing. In: IEEE. 2009 International Conference

on Network-Based Information Systems. [S. l.: s. n.], 2009. P. 475–480.

OLIVEIRA, Eduardo. Enabling Collaboration in Scientific Experiments. M.Sc.

Dissertation, Universidade Federal Fluminense., 2022. Available at

https://www.ic.uff.br/wp-content/tesesedissertacoes/frontend-

tesesdissertacoes/download.php?id=1040.pdf&tipo=trabalho.

OLIVEIRA, Weiner de; BRAGA, Regina et al. Visionary: a framework for analysis and

visualization of provenance data. Knowledge and Information Systems, Springer,

v. 64, n. 2, p. 381–413, 2022.

OLIVEIRA, Wellington; OLIVEIRA, Daniel De; BRAGANHOLO, Vanessa. Provenance

analytics for workflow-based computational experiments: A survey. ACM Computing

Surveys (CSUR), ACM New York, NY, USA, v. 51, n. 3, p. 1–25, 2018.

OMIDI, Hamid et al. Towards provenance-aware earth observation workflows: the

openEO case study. In: IEEE. 2025 IEEE International Conference on eScience

(eScience). [S. l.: s. n.], 2025. P. 58–66.

PADOVANI, G; FIORE, S. yProv4DV: Filling the visualization gap in reproducible

research workflows. SoftwareX, Elsevier, v. 35, p. 102821, 2026.

PIMENTEL, João Felipe; BRAGANHOLO, Vanessa et al. Collecting and analyzing

provenance on interactive notebooks: when IPython meets noWorkflow. In: TAPP.

Edinburgh, Scotland: USENIX, 2015. P. 1–6.

PIMENTEL, João Felipe; DEY, Saumen et al. Yin & Yang: demonstrating

complementary provenance from noWorkflow & YesWorkflow. In: IPAW. McLean, USA:

Springer, 2016. P. 161–165.

PIMENTEL, João Felipe; FREIRE, Juliana; BRAGANHOLO, Vanessa et al. Tracking

and analyzing the evolution of provenance from scripts. In: IPAW. McLean, USA:

Springer, 2016. P. 16–28.

PIMENTEL, João Felipe; FREIRE, Juliana; MURTA, Leonardo et al. A survey on

collecting, managing, and analyzing provenance from scripts. ACM Computing

Surveys (CSUR), ACM New York, NY, USA, v. 52, n. 3, p. 1–38, 2019.

. Fine-grained provenance collection over scripts through program slicing. In:

IPAW. McLean, USA: Springer, 2016. P. 199–203.

https://www.ic.uff.br/wp-content/tesesedissertacoes/frontend-tesesdissertacoes/download.php?id=1040.pdf&tipo=trabalho
https://www.ic.uff.br/wp-content/tesesedissertacoes/frontend-tesesdissertacoes/download.php?id=1040.pdf&tipo=trabalho


REFERENCES 68

PIMENTEL, João Felipe; MISSIER, Paolo et al. Versioned-PROV: A PROV Extension

to Support Mutable Data Entities. In: IPAW. London, UK: Springer, 2018. P. 87–100.

PIMENTEL, João Felipe; MURTA, Leonardo et al. noWorkflow: a tool for collecting,

analyzing, and managing provenance from python scripts. Proceedings of the VLDB

Endowment, v. 10, n. 12, p. 1841–1844, 2017.

PINA, Débora et al. DLProv: a suite of provenance services for deep learning workflow

analyses. PeerJ Computer Science, v. 11, e2985, 2025.

PONTES, Vynicius Morais. Reducing the Storage Overhead of the noWorkflow

Content Database by using Git. 2018. F. 17. Bachelor’s Thesis – Universidade

Federal Fluminense.

SCHLEGEL, Marius; SATTLER, Kai-Uwe. Capturing end-to-end provenance for

machine learning pipelines. Information Systems, Elsevier, v. 132, p. 102495, 2025.

SCHREIBER, Andreas; KURNATOWSKI, Lynn von et al. An interactive dashboard for

visualizing the provenance of software development processes. In: IEEE. 2021 Working

Conference on Software Visualization (VISSOFT). [S. l.: s. n.], 2021. P. 100–104.

SCHREIBER, Andreas; STRUMINKSI, Regina. Visualizing the provenance of personal

data using comics. Computers, MDPI, v. 7, n. 1, p. 12, 2018.

SIMMHAN, Yogesh L; PLALE, Beth; GANNON, Dennis. A framework for collecting

provenance in data-centric scientific workflows. In: IEEE. 2006 IEEE International

Conference on Web Services (ICWS’06). [S. l.: s. n.], 2006. P. 427–436.

STITZ, Holger; GRATZL, Samuel et al. Knowledgepearls: Provenance-based

visualization retrieval. IEEE Transactions on Visualization and Computer

Graphics, IEEE, v. 25, n. 1, p. 120–130, 2018.

STITZ, Holger; LUGER, Stefan et al. Avocado: Visualization of workflow–derived data

provenance for reproducible biomedical research. In: WILEY ONLINE LIBRARY, 3.

COMPUTER Graphics Forum. [S. l.: s. n.], 2016. v. 35, p. 481–490.

SUN, Ziheng et al. GeoPWProv: Interleaving map and faceted metadata for provenance

visualization and navigation. IEEE transactions on geoscience and remote

sensing, IEEE, v. 51, n. 11, p. 5131–5136, 2013.

WOLSTENCROFT, Katherine et al. The Taverna workflow suite: designing and

executing workflows of Web Services on the desktop, web or in the cloud. Nucleic

acids research, Oxford University Press, v. 41, W1, w557–w561, 2013.



REFERENCES 69

YAZICI, Ilkay Melek; AKTAS, Mehmet S. A novel visualization approach for data

provenance. Concurrency and Computation: Practice and Experience, Wiley

Online Library, v. 34, n. 9, e6523, 2022.

ZHAO, Jun et al. Using semantic web technologies for representing e-science

provenance. In: SPRINGER. INTERNATIONAL Semantic Web Conference. [S. l.: s. n.],

2004. P. 92–106.


	Introduction
	Related Work
	Taxonomy of visualization support in provenance tools
	Final Remarks

	Background: noWorkflow
	The History of noWorkflow
	Architecture
	Storage
	Provenance Collection
	Provenance Analysis
	now list
	now show
	now diff
	now export dataflow
	now evaluation
	now export prolog
	now export prov
	now restore
	Queries

	Collaboration
	Final Remarks

	Provenance Analysis in noWorkflow
	Running Example
	Function Diff
	Dataflow
	Dataflow types
	Was Derived From
	Exclude Prior Provenance

	Exports
	Prolog
	PROV

	Restore
	Collaboration
	Final Remarks

	Evaluation on the noWorkflows' Analysis Capabilities
	Adapting the First Provenance Challenge Questions to Scripts
	Answering the Questions
	Final Remarks

	Conclusion
	REFERENCES

